Clark – PHIL 125	Unit 1: Part 2
Truth Tables

1. Introduction

Now that you understand the basics of logic, it is time to start testing the validity of arguments. Remember, valid and invalid are terms that only apply to deductive arguments. Also, validity is concerned with the form, or syntax, of the argument, not its content, or semantics.

An argument’s validity is confirmed in a number of ways: truth tables, truth trees, and through natural deduction. We will learn all three throughout the course. The best place to begin is with truth tables.

2. Truth Table Rules

Truth tables require a lot of attention since every combination of truth values must be evaluated separately. Truth values are assigned to simple statements (i.e., individual letters). A simple statement must be either true or false. For example, it is either true or false that I own a car. Imagine that I were to tell you that I own a car and I do, in fact, own a car. The claim “I own a car” is true. Now, if I tell you that I own a car when I do not, then the claim “I own a car” is false.

Each operator has its own rule concerning truth values. Here are the rules:

	□
	○
	□ & ○
	□ v ○
	~ □
	□ → ○
	□ ↔ ○

	T
	T
	T
	T
	F
	T
	T

	F
	T
	F
	T
	T
	T
	F

	T
	F
	F
	T
	F
	F
	F

	F
	F--------------- Guide Columns ---------------

	F
	F
	T
	T
	T



That probably looks overwhelming. Do not worry! We will go over it slowly.

The guide columns act as a truth table’s legend, or key. They establish the different combinations of truth values. You need a column for every simple statement (i.e., letters) that appears in the argument that you are evaluating. It is important that you have every combination of truth values. A trick is to alternate true and false in the first column, then alternate two truths and two falses, then alternate four truths and four falses, and so on.
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Now, for the individual rules:

1. Conjunction:

Remember, “&” means “and,” so if I said to you, “I own a car and a bike,” when is that claim true? It is obviously true only if I own both a car and a bike. So, this is how the truth table appears:
The only place where the statement C & B is true is in the row where both C and B are true (T).

	C
	B
	C & B

	T
	T
	T

	F
	T
	F

	T
	F
	F

	F
	F
	F



So, the rule for a conjunction is: both conjuncts must be true for the statement to be true.

2. Disjunction:

Remember, “v” means “or,” so if I said to you, “I own either a car or a bike,” when is that claim true? Well, this one is a little trickier. You may question what I mean. Do I mean that I own a car but not a bike (or vice versa)? Or do I mean that I own at least one of the two, a car or a bike (or both)? The former is an exclusive disjunction, which means that the “v” implies one or the other but not both. It is exclusive because it excludes the case where both disjuncts (i.e., both sides of the “v”) are true. The latter is an inclusive disjunction since it includes the case where both disjuncts are true. In this course, we will always treat any disjunction as an inclusive disjunction.
The only place where the statement C v B is false is in the row where both C and B are false (F).

	C
	B
	C v B

	T
	T
	T

	F
	T
	T

	T
	F
	T

	F
	F
	F



So, the rule for a disjunction is: the statement is true as long as at least one disjunct is true. 

3. Negation:

Negations are usually the easiest, but they can be confusing. Remember, a “~” means “not.” So, if I said to you, “I do not own a car,” when is that claim true? Well, it is only true if it is false that I own a car. (See how it can be confusing?) You have to understand that the guide columns are only there to establish the different combinations of truth values. So, this is the truth table for the negation:
What makes negations “easy” is that they simply reverse the truth value of the statement.

	C
	~ C

	T
	F

	F
	T



So, the rule for a negation is: the statement is true if the sentence being negated is false.

4. Conditional:

Remember, “→” corresponds to an “if …, then …” statement. This rule (and the biconditional rule) is probably the most difficult to understand. But consider this statement: “If it rains, then I take my umbrella.” Now, in what cases would you say that I am not telling the truth (which would make me a liar)?
This is the only case where you have good reason to call me a liar.

	
	R
	U
	 R → U

	It is raining and I take my umbrella.
	T
	T
	T

	It is not raining and I take my umbrella.
	F
	T
	T

	It is raining but I do not take my umbrella.
	T
	F
	F

	It is not raining and I do not take my umbrella.
	F
	F
	T



So, the rule for a conditional is: the statement is false where the antecedent is true and the consequent is false.

5. Biconditional:

Remember, “↔” means “if and only if.” Biconditionals are routinely covered in introductory logic courses, but they are actually not necessary. A biconditional is just two conditionals joined by a conjunction. In fact, we could write P ↔ Q as (P → Q) & (Q → P). The two statements are logical equivalents. The reason for mentioning this is that it might help you understand the rule for biconditionals.
Since a conditional statement is false wherever an antecedent is true and a consequent is false AND a conjunction is only true if both conjuncts are true, P ↔ Q can only be true where the truth values for P and Q are the same (i.e., both true or both false).

	P
	Q
	P ↔ Q

	T
	T
	T

	F
	T
	F

	T
	F
	F

	F
	F
	T



So, the rule for a biconditional is: the statement is true where both sides are true or where both sides are false.

3. Evaluating Statements with Multiple Operators

With the truth table rules, we can evaluate complex statements with multiple operators. It is absolutely necessary to identify the main operator in a complex statement. If you evaluate a statement’s operators in the wrong order, then you will not get the correct truth value. For truth tables, we want to work from smallest to largest. Here are a couple examples to show you what I mean:

Example 1: Imagine that I wanted to obtain the truth values for the following statement: (Q → P) & P

To begin, we need to identify main operator. In this case, it is the “v,” which you can tell because it is outside of the parentheses. Since the “v” is our main operator, it will be evaluated last. Before we evaluate the “&,” we must first evaluate the statement (Q → P) because it is one of the conjuncts. You probably noticed that when I wrote all of the truth table rules at once, I used □’s and ○’s. I do this because I find that it helps with visualization. (You be the judge.)



* Note: The circled T/F values are the final truth values for the statement.

	P
	Q
	Q → P
	(Q → P) &  P


	T
	T
	T
	T

	F
	T
	F
	F

	T
	F
	T
	T

	F
	F
	T
	F


 Be careful! Use the correct antecedent and the correct consequent.






Example 2: Imagine that I wanted to obtain the truth values for the following statement: (R → P) & (P v Q)

In this case, the main operator is the “&.” So, before we can evaluate the statement, we need to derive the truth values fore the two conjuncts, (R → P) and (P v Q). Does it matter which order we solve the two conjuncts? Not really, but it is usually best to go from left to right.

	P
	Q
	R
	R → P

	P v Q
	(R → P)  &  (P v Q)


	T
	T
	T
	T
	T
	T

	F
	T
	T
	F
	T
	F

	T
	F
	T
	T
	T
	T

	F
	F
	T
	F
	F
	F

	T
	T
	F
	T
	T
	T

	F
	T
	F
	T
	T
	T

	T
	F
	F
	T
	T
	T

	F
	F
	F
	T
	F
	F



* Again: The circled T/F values are the final truth values for the statement.





Example 3: Imagine that I wanted to obtain the truth values for the following statement: ~ (P ↔ (Q v R))

In this case, the main operator is the “~” (because it is outside all of the parentheses). But which operator do we evaluate first, the “↔” or the “v”? Remember, smallest to largest. The sentence in the most sets of parentheses is (Q v R), so we have to evaluate that sentence first. Then, we evaluate the P ↔ (Q v R). Counting parentheses is a good procedure to implement if you ever find yourself questioning the order of the operators.



	P
	Q
	R
	Q v R
	P  ↔  (Q v R)
	~  (P ↔ (Q v R))

	T
	T
	T
	T
	T
	F

	F
	T
	T
	T
	F
	T

	T
	F
	T
	T
	T
	F

	F
	F
	T
	T
	F
	T

	T
	T
	F
	T
	T
	F

	F
	T
	F
	T
	F
	T

	T
	F
	F
	F
	F
	T

	F
	F
	F
	F
	T
	F



4. Testing for Validity

You might be saying to yourself, “so what is the point of truth tables?” The evaluation of individual statements is great and all, but the only reason to do all the work is to determine if an argument is valid or invalid. Thus, you are often asked to evaluate multiple statements and to analyze the results.

Before we get started, here is the typical way that an argument is written: 

P → Q, P ├ P & Q

Everything to the left of the “therefore” symbol (├) are premises, or assumptions. The statement on the right side of the “therefore” symbol is the conclusion. Arguments will only ever have one conclusion. (Sometimes there are sub-conclusions within a proof, but they will never be listed in an argument’s formal write-up.)

Testing for validity: An argument is valid if, in the cases where all the premises are true, the conclusion is true. So, an argument is invalid if there is at least one case where all the premises are true and the conclusion is false.

Let us evaluate the argument from above: P → Q, P ├ P & Q
* We want to ignore (X) any row where the truth values for all premises are not true. So, here, we are only interested in the first row.
Conclusion
Premise
Premise

	P
	Q
	P → Q
	P & Q

	T
	T
	T
	T

	F
	T
	T
	F

	T
	F
	F
	F

	F
	F
	T
	F



Since the conclusion is true in the one row where both premises are true, this argument is: valid.



Now, let us evaluate this argument: Q ↔ P, ~ Q ├ P v Q
Conclusion
Premise
Premise
* Same as before. We want to ignore (X) any row where the truth values for all premises are not true. So, here, we are only interested in the last row.

	P
	Q
	Q ↔ P
	~ Q
	P v Q

	T
	T
	T
	F
	T

	F
	T
	F
	F
	T

	T
	F
	F
	T
	T

	F
	F
	T
	T
	F



Since there is a case where the premises are all true and the conclusion is false, this argument is: invalid.

When an argument is invalid, we must provide a counterexample. Here, a counterexample is not as complicated as you might initially think. You do not have to think up a scenario where the argument is played out in real life. Instead, a counterexample provides the truth values of the individual simple statements (i.e., the letters) under the guide columns. Some invalid arguments will possess multiple counterexamples. You do not have to list all of the counterexamples because one is enough to make an argument invalid.

For this argument, there is only one possible counterexample to cite: P = F and Q = F.

Here is one last example: (P & ~ Q) → R, (~P & Q) → R ├ R

Since the two premises contain multiple operators, we should determine their truth values first.

Premise #1: (P & ~ Q) → R
	P
	Q
	R
	~ Q
	P & ~ Q
	(P & ~ Q) → R

	T
	T
	T
	F
	F
	T

	F
	T
	T
	F
	F
	T

	T
	F
	T
	F
	F
	T

	F
	F
	T
	F
	F
	T

	T
	T
	F
	T
	T
	T

	F
	T
	F
	T
	F
	T

	T
	F
	F
	T
	T
	F

	F
	F
	F
	T
	F
	T



Premise # 2: (~ P & Q) → R
	P
	Q
	R
	~ P
	~ P & Q
	(~ P & Q) → R

	T
	T
	T
	F
	F
	T

	F
	T
	T
	T
	T
	T

	T
	F
	T
	F
	F
	T

	F
	F
	T
	T
	F
	T

	T
	T
	F
	F
	F
	T

	F
	T
	F
	T
	T
	F

	T
	F
	F
	F
	F
	T

	F
	F
	F
	T
	F
	T



The whole argument: (P & ~ Q) → R, (~P & Q) → R ├ R
Conclusion
Premise
Premise

	P
	Q
	R
	(P & ~ Q) → R
	(~ P & Q) → R

	T
	T
	T
	T
	T

	F
	T
	T
	T
	T

	T
	F
	T
	T
	T

	F
	F
	T
	T
	T

	T
	T
	F
	T
	T

	F
	T
	F
	T
	F

	T
	F
	F
	F
	T

	F
	F
	F
	T
	T



This argument is invalid because there are two cases where the two premises are true and the conclusion is false. Now, we have to provide a counterexample. We have two options, but one will suffice: P = T, Q = T, and R = F.
2
